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Abstract 

Although effective in swimming pools, automated drowning surveillance in open-water recreational areas remains challenging because of 

dynamic conditions such as water reflections, lighting variations, wave motion, and crowded scenes. This study proposes the YOLO-NAS-SO 

(You Only Look Once – Neural Architecture Search – Spatial Optimization) framework to improve the spatial feature representation of YOLO-

NAS while maintaining real-time computational efficiency. The framework integrates a Spatial Attention Module after the backbone feature 

extraction stage to emphasize relevant object features and reduce background interference. For continuous safety monitoring, the proposed 

framework combines a Modified ByteTrack pipeline with a temporal drowning-duration estimation module. The module monitors the persistence 

of drowning-risk events across consecutive video frames and generates an early warning when the event duration exceeds a predefined temporal 

threshold. Unlike conventional ByteTrack, the proposed extension retains the original data association mechanism while adding temporal risk 

assessment to the tracking process. The main contribution of this study is the integration of spatial attention-based feature enhancement with 

temporal risk assessment for drowning surveillance in complex open-water environments. Experimental results show that YOLO-NAS-SO 

achieves a mAP@50–95 of 0.7075, mAP@50 of 0.9166, precision of 0.8844, recall of 0.8817, and F1-score of 0.8830, outperforming the baseline 

YOLO-NAS and slightly exceeding YOLOv8 while maintaining a real-time inference time of 1.3 ms. These results indicate that combining 

spatial feature enhancement with temporal drowning-duration monitoring improves detection robustness and supports continuous early-warning 

surveillance. The proposed framework therefore provides a practical approach for intelligent drowning-risk monitoring in open-water recreational 

environments. 
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1. Introduction 

Open-water recreational facilities have become increasingly popular for tourism and leisure activities, attracting large 

numbers of visitors every year. Despite their recreational benefits, these environments present substantial safety 

challenges because drowning incidents often occur unexpectedly and require immediate intervention. Drowning is a 

time sensitive safety issue in water, as the response time is a major factor in rescuing a person. Surveillance systems in 

these recreational water areas should not only be able to accurately detect potential drowning events, but also aid in 

quick decision making for early intervention. Open water recreational areas are uncontrolled visual environments, 

different from traditional swimming pools, where reflections in the water, changes in lightness and darkness, wave 

motion, changes in viewpoint with the camera and obstruction from visitors can greatly diminish detection reliability. 

Recent advances in Artificial Intelligence (AI) and Internet of Things (IoT) technologies have enabled intelligent 

surveillance systems capable of supporting real-time monitoring and automated decision-making in safety-critical 

applications [1]. In addition, recent regulatory studies have emphasized the importance of strengthening safety 

management and monitoring strategies to reduce drowning risks in public swimming and recreational water facilities 

[2]. Machine learning-based surveillance systems have further demonstrated their ability to assist human operators in 

detecting hazardous situations through continuous video analysis [3]. Nevertheless, achieving reliable automatic 
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drowning detection in complex aquatic environments remains a challenging task because environmental disturbances 

frequently reduce detection accuracy and delay emergency response  [4]. 

Recent progress in deep learning has significantly improved real-time object detection performance, particularly 

through the development of the YOLO family of detectors. In our previous work, integrating a Spatial Attention 

Module (SAM) into the YOLO-NAS architecture demonstrated improved drowning and swimming detection 

performance by enhancing the extraction of discriminative spatial features while suppressing irrelevant background 

information. Recent literature reviews have also highlighted the rapid evolution of YOLO-based object detection 

toward lightweight architectures, improved feature extraction, and enhanced robustness in challenging environments 

[5]. Similar optimization strategies have been successfully applied in convolutional neural network architectures for 

efficient visual recognition tasks  [6]. Furthermore, combining convolutional neural networks with transformer-based 

architectures has shown improved detection robustness in complex ecological environments [7], while attention-

enhanced YOLO models have achieved higher localization accuracy for intelligent video surveillance applications  [8]. 

Advances in image processing techniques also continue to support the development of more reliable computer vision 

systems for real-world applications [9]. 

Attention mechanisms have become an effective approach for improving feature representation in object detection 

models operating under challenging visual conditions. Recent studies integrating segmentation-aware attention into 

YOLO architectures have demonstrated improved localization performance without sacrificing computational 

efficiency [10]. Lightweight detection models have also been developed to support deployment on mobile and 

embedded platforms while maintaining real-time performance [11]. Meanwhile, evolving safety regulations for 

recreational water facilities increasingly require intelligent surveillance systems capable of continuous monitoring and 

rapid emergency response [12]. Comprehensive reviews further indicate that future object detection research should 

focus not only on improving detection accuracy but also on enhancing robustness and practical applicability in real-

world environments [13]. In parallel, the emergence of edge intelligence has enabled advanced deep learning models 

to operate efficiently on resource-constrained devices, supporting low-latency inference for intelligent surveillance 

applications [14], [15]. 

Even with these advances, there are three major drawbacks. First, current drowning detection systems mainly employ 

frame-level object detection that can make unreliable decisions in the presence of reflections, occlusions, or cluttered 

scenes. Second, existing multiple object tracking techniques tend to focus on maintaining object identity instead of the 

temporal continuity of dangerous situations. Third, little focus has been placed on the integration of spatial feature 

enhancement and temporal drowning-duration assessment into a single real-time open-water recreational environment 

surveillance system. 

To address these limitations, this study proposes YOLO-NAS-SO (Spatially Optimized), a real-time drowning 

detection framework specifically designed for open-water recreational facilities. The proposed framework enhances 

the YOLO-NAS architecture by integrating a Spatial Attention Module to improve feature representation under 

complex aquatic environments. Furthermore, an Adaptive ByteTrack mechanism is developed by extending the 

conventional tracking process with a temporal drowning-duration estimation mechanism that continuously measures 

how long an individual remains in a detected drowning condition. Once the accumulated duration exceeds a predefined 

safety threshold, the system automatically generates an early warning to support rapid intervention. Experimental 

evaluation demonstrates that the proposed framework improves detection accuracy while maintaining real-time 

computational performance, making it suitable for intelligent surveillance systems in open-water recreational 

environments. 

2. Literature Review 

2.1. Multi-Object Tracking for Intelligent Surveillance 

Multi-object tracking (MOT) has become an essential component of intelligent surveillance systems because it enables 

continuous monitoring of object trajectories across consecutive video frames. Recent studies have demonstrated that 

transformer-enhanced tracking methods improve identity preservation and tracking robustness in complex 

environments [16] Similarly, customized tracking algorithms have shown improved object association under severe 
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occlusion conditions by maintaining trajectory consistency throughout the observation period [17]. Edge-aware object 

detection has also contributed to more reliable monitoring in challenging environments where object appearance 

frequently changes [18]. In addition, dataset diversity has been recognized as an important factor for improving model 

generalization and tracking robustness across different environmental conditions [19]. Transfer learning techniques 

further enhance model adaptability when training data are limited or collected from heterogeneous imaging devices 

[20]. Although video analysis has continued to advance, existing surveillance systems generally focus on object 

detection and trajectory tracking without incorporating temporal analysis to estimate the duration of hazardous events 

[21], [22]. Recent drowning detection systems have also demonstrated encouraging detection accuracy; however, 

continuous temporal risk assessment remains largely unexplored [23]. 

2.2. YOLO-Based Object Detection 

The YOLO family has evolved into one of the most effective object detection frameworks for real-time applications 

due to its balance between detection accuracy and computational efficiency. Comprehensive reviews have highlighted 

continuous improvements across successive YOLO generations, particularly in feature extraction, lightweight 

architecture, and inference speed [24]. Recent studies have further incorporated adaptive attention mechanisms to 

improve object representation in visually complex environments [25]. Deep learning approaches have also 

demonstrated the effectiveness of convolutional feature extraction for recognizing dynamic events in video sequences 

[26]. Meanwhile, attention-assisted tracking frameworks have improved the integration between object detection and 

temporal tracking, enabling more stable monitoring under challenging visual conditions [27]. The development of 

advanced YOLO architectures, including DAMO-YOLO and YOLO-NAS, has further improved detection efficiency 

while reducing computational complexity for real-time deployment [28]. 

2.3. Object Tracking for Behavioral Analysis 

Detecting a person in a single frame is insufficient for drowning monitoring; temporal tracking is required to analyze 

behavioral patterns over time. Tracking-by-detection methods, such as SORT and DeepSORT, have been widely 

adopted [15]. However, these methods often suffer from identity switches (ID switches) during occlusions, which are 

frequent in crowded recreational areas. ByteTrack was introduced to address this by utilizing low-confidence detection 

boxes rather than discarding them, significantly improving tracking continuity in dense crowds [16]. Nevertheless, 

standard ByteTrack struggles with the specific motion dynamics of drowning victims, whose movements become 

erratic and non-linear before submersio. Therefore, modifications to the tracking algorithm, such as integrating motion 

prediction or trajectory smoothing tailored to aquatic environments, are necessary to ensure robust behavioral analysis 

[17]. 

2.4. Spatial Attention Mechanisms 

Spatial attention mechanisms have become an effective approach for improving feature representation by enabling 

deep neural networks to focus on informative image regions while suppressing irrelevant background information. 

Spatial attention-based optimization has been shown to improve detection accuracy without substantially increasing 

computational cost [29] Similar advantages have also been reported in underwater object detection, where attention 

mechanisms improve robustness against illumination changes, water turbidity, and complex backgrounds [30] Recent 

studies integrating YOLO-NAS with attention modules have demonstrated improved object localization performance 

in practical surveillance applications [31] Furthermore, the incorporation of dropout strategies has been shown to 

improve model generalization while reducing overfitting during deep neural network training [32]. 

2.5. Research Gap 

Previous studies have demonstrated significant progress in object detection, attention-based feature enhancement, and 

multi-object tracking. However, most existing approaches treat detection and tracking as independent processes and 

primarily focus on improving localization accuracy or tracking continuity. Limited attention has been given to 

integrating temporal analysis into the tracking pipeline to estimate drowning duration and support automatic early 

warning generation. To address this gap, this study proposes YOLO-NAS-SO, which combines spatial feature 

optimization with a Modified ByteTrack framework capable of continuously estimating drowning duration based on 
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persistent tracking identities. The proposed framework is designed to improve not only detection accuracy but also 

temporal risk assessment for intelligent safety monitoring in open-water recreational facilities. 

3. Methodology 

This study proposes YOLO-NAS-SO, a spatially optimized object detection framework integrated with a Modified 

ByteTrack algorithm for real-time drowning detection in open-water recreational facilities. The proposed methodology 

consists of two primary phases: model development and system implementation, as illustrated in figure 1. The model 

development phase focuses on constructing and evaluating the proposed YOLO-NAS-SO model, while the 

implementation phase deploys the trained model within an IoT-based surveillance system capable of continuous 

monitoring and early warning generation. 

 

Figure 1. Proposed Research Framework 

Research Framework in figure 1 is composed of two phases: model development and system implementation. Video 

data is obtained and subsequently pre-processed during the model development phase, comprising frame selection, 

frame extraction and bounding-box labeling. Once the data set is prepared, the baseline YOLO-NAS model is 

developed and compared with the proposed YOLO-NAS-SO model. Once the model development process is complete, 

the model is trained, tested and evaluated to find the best performing model. The selected pre-trained model is then 

integrated into a graphical user interface (GUI) that runs on an internet of things (IoT) platform, which can accept input 

from a live camera or from uploaded video. The Modified ByteTrack algorithm is further used to process the detection 

output, ensuring the identity of objects, and enabling temporal monitoring of the drowning-risk event. Lastly, the 

system generates detection results which can help operators identify real-time potential drowning incidents. 

3.1. Overall Framework 

The overall framework of the proposed system is illustrated in Figure 1. The workflow begins with video acquisition 

from surveillance cameras installed around open-water recreational facilities. The captured videos are subsequently 

processed through frame extraction and manual annotation before being used for model development. Two object 

detection models are considered during model development: the baseline YOLO-NAS model and the proposed YOLO-

NAS-SO model. The proposed architecture integrates a Spatial Attention Module (SAM) into YOLO-NAS to enhance 

feature representation under complex aquatic environments. Both models are trained and evaluated using identical 

datasets and training configurations to ensure fair comparison. After training, the best-performing model is deployed 

into an IoT-based graphical user interface (GUI). During real-time operation, the detection results are processed by the 

proposed Modified ByteTrack algorithm, which continuously monitors each detected individual and estimates the 

duration of drowning events. Once the drowning duration exceeds a predefined temporal threshold, the system 

generates an automatic warning to assist lifeguards in performing timely rescue operations. 
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3.2. Dataset Preparation 

The dataset used in this study was constructed from two complementary sources. The primary dataset consisted of 

images extracted from surveillance videos recorded at open-water recreational facilities, where frames were sampled 

at 30 second intervals to capture representative swimming and drowning activities under real environmental conditions. 

The secondary dataset comprised images collected from various sources with diverse conditions, including blurred 

images, partially occluded objects, tilted viewing angles, and other challenging scenarios. All images in the secondary 

dataset were annotated using Roboflow to simplify and standardize the labeling process. After combining both datasets, 

a total of 4,800 annotated images were obtained for model development. The preprocessing pipeline included video 

acquisition, frame extraction, image selection, image annotation using Roboflow, and dataset integration, as illustrated 

in figure 2. 

 
Figure 2. Examples of annotated images for the Swimming and Drowning classes. 

To ensure a balanced evaluation, the complete dataset was divided into three subsets comprising 3,360 training images 

(70%), 960 validation images (20%), and 480 testing images (10%). The combination of primary and secondary 

datasets enables the proposed model to learn both domain-specific characteristics observed in open-water recreational 

facilities and diverse object variations obtained from large-scale public datasets, thereby improving detection 

robustness under different environmental conditions [19]. All images were manually annotated using bounding boxes 

to identify the target objects. The annotation process considered two activity classes, namely Swimming and Drowning, 

which were selected to support supervised object detection and facilitate accurate localization during model training. 

Consistent annotation across both datasets ensures reliable ground-truth information for model optimization and 

performance evaluation [24]. Before training, all collected data underwent a preprocessing stage to improve data quality 

and maintain input consistency. During frame selection, duplicated, blurred, and low-quality images were removed to 

reduce noise and improve dataset quality. The remaining annotated images were then resized and formatted according 

to the input requirements of the YOLO-NAS architecture before being used for model training. This preprocessing 

strategy improves data consistency and contributes to better model convergence and generalization during the learning 

process [32]. 

3.3. Proposed YOLO-NAS-SO Architecture 

The proposed YOLO-NAS-SO (You Only Look Once – Neural Architecture Search – Spatial Optimization) 

architecture is developed by extending the original YOLO-NAS object detector through the integration of a Spatial 

Attention Module (SAM) into the feature extraction network. The objective of this enhancement is to improve the 

representation of discriminative spatial features while suppressing background interference commonly encountered in 

open-water recreational environments, such as water reflections, wave motion, illumination variation, and partial 

occlusions. Unlike conventional approaches that redesign the entire detection architecture, the proposed method 

preserves the computational efficiency of YOLO-NAS while introducing an additional attention mechanism to refine 

intermediate feature maps. The proposed YOLO-NAS-SO as illustrated in figure 3. 
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(a)                                                                                  (b) 

Figure 3. Comparison of the Original YOLO-NAS and the Proposed YOLO-NAS-SO Architectures (a) Original 

YOLO-NAS Architecture (b) Proposed YOLO-NAS-SO Architecture.  

Figure 3 presents a comparison between the original YOLO-NAS architecture and the proposed YOLO-NAS-SO 

architecture. As illustrated in Figure 3(a), the original YOLO-NAS consists of three main components: Backbone, 

Neck, and Detection Head. The backbone is responsible for extracting hierarchical visual features from the input image, 

the neck performs multi-scale feature aggregation, and the detection head predicts object categories together with their 

corresponding bounding boxes. In contrast, Figure 3(b) illustrates the proposed YOLO-NAS-SO architecture. The 

primary modification is the insertion of a Spatial Attention Module (SAM) after the backbone feature extraction stage. 

The generated attention map emphasizes informative spatial regions while suppressing irrelevant background responses 

before the features are propagated to the neck and detection head. By refining feature representation prior to multi-

scale fusion, the proposed architecture improves the localization and classification of swimming and drowning 

activities without altering the overall inference pipeline of YOLO-NAS. 

To enhance the discriminative spatial representation of the extracted features, a Spatial Attention Module (SAM) is 

introduced after the Spatial Pyramid Pooling Fast (SPPF) module. The spatial attention map is generated by aggregating 

complementary information from average pooling and max pooling operations, followed by a convolution layer and 

sigmoid activation: 

Ms = σ (f7×7 ([AvgPool(FSPPF) ; MaxPool(FSPPF)])       (1) 

Note that the refined feature map is obtained by 

Fatt = Ms ⊙ Fsppf       (2) 

 

Note: 

FSPPF denotes the feature map generated by the Spatial Pyramid Pooling Fast (SPPF) module 

AvgPool (⋅) and MaxPool (⋅) represent channel-wise average pooling and max pooling operations, respectively  

[⋅;⋅] denotes channel-wise concatenation 

f 7×7(⋅) represents a convolution operation with a 7×7 kernel 

σ (⋅) denotes the sigmoid activation function 

⊙ denotes element-wise multiplication 

Ms is the generated spatial attention map, and 

Fatt is the refined feature map after applying spatial attention. 
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The obtained attention map emphasizes informative spatial regions while suppressing irrelevant background responses. 

The refined feature map Fatt is subsequently propagated to the Feature Pyramid Network (FPN) for multi-scale feature 

fusion before the final detection stage. Table 1 presents a comparison between the mathematical formulations of the 

original YOLO-NAS and the proposed YOLO-NAS-SO architectures. The modification focuses on integrating the 

SPPF and SAM modules to enhance feature extraction prior to the Feature Pyramid Network (FPN). 

Table 1. Comparison of YOLO-NAS Formulation Before and After Development 

YOLO-NAS Proposed YOLO-NAS-SO 

FCSP = CSP(F) 

Fneck = FPN(FCSP) 

Y = Head (Fneck) 

 

 

Y = Head(Fneck)  

FCSP = CSP(F) 

FSPPF = SPPF(FCSP) 

Ms = σ (Conv([AvgPool ; MaxPool]) 

FSAM = Ms⊙FSPPF 

Fneck = FPN(FSAM) 

Y = Head(Fneck)  

Compared with the original YOLO-NAS formulation, the proposed YOLO-NAS-SO introduces an intermediate feature 

enhancement stage between the CSP block and the FPN. This modification enables the network to capture richer 

contextual information and refine spatial feature responses, thereby improving the discriminative capability of the 

detector while preserving the overall architecture of the baseline model. To clearly illustrate the architectural 

contribution of the proposed model, table 2 summarizes the differences between the original YOLO-NAS architecture 

and the proposed YOLO-NAS-SO architecture. 

Table 2. Comparison between the Original YOLO-NAS and the Proposed YOLO-NAS-SO Architecture 

Component Original YOLO-NAS Proposed YOLO-NAS-SO 

Input RGB Image RGB Image 

Backbone Standard YOLO-NAS Backbone Standard YOLO-NAS Backbone 

Spatial Attention Module Not Available Integrated after Backbone 

Feature Refinement Standard Feature Extraction Spatial Attention-based Feature Refinement 

Neck Multi-scale Feature Fusion Multi-scale Feature Fusion 

Detection Head Standard Detection Head Standard Detection Head 

Output Bounding Box + Class Prediction Bounding Box + Class Prediction 

Computational Complexity Baseline Slightly Increased 

Real-time Capability High High 

Robustness to Complex Background Moderate Improved 

Table 2 shows the comparison of the original YOLO-NAS architecture with the proposed YOLO-NAS-SO model. The 

basic pipeline of both architectures is the same, which consists of RGB image input, the well-known YOLO-NAS 

backbone, multi-scale feature fusion in the neck, the well-known detection head, and bounding box with class 

prediction as the output. The main architectural difference is the introduction of the Spatial Attention Module (SAM) 

directly following the backbone in YOLO-NAS-SO. This extra module optimizes intermediate features by selectively 

highlighting the informative spatial regions and reducing background responses to information in complex aquatic 

environments, enhancing feature discrimination. The added overhead of incorporating SAM does not significantly add 

to the computation complexity, but the proposed architecture maintains the real-time capacity of the original YOLO-

NAS. Moreover, the improved feature refinement further boosts the robustness of YOLO-NAS-SO for challenging 

open-water recreational settings, such as water reflections, illumination changes, wave motion, and partial occlusion. 

3.4.Training Configuration 

The proposed YOLO-NAS-SO model was trained using the AdamW optimizer with an initial learning rate of 0.001, a 

batch size of 16, and 100 training epochs. The learning rate was reduced compared with the baseline configuration 

(0.01) to achieve more stable convergence after integrating the Spatial Attention Module (SAM). A dropout rate of 0.5 

was introduced to reduce overfitting and improve the model's generalization capability, particularly because the dataset 

combines images collected from different sources with varying visual characteristics. The batch size of 16 was selected 

based on the available GPU memory while maintaining stable gradient estimation during training. These 
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hyperparameters were determined through preliminary experiments and by considering recommendations from 

previous studies on YOLO-based object detection. The training configuration, as illustrated in table 3. 

Table 3. Training Hyperparameters Configuration of the Proposed YOLO-NAS-SO Model 

Hyperparameter Value Justification 

Optimizer AdamW Stable optimization and good generalization for deep CNN models 

Learning rate 0.001 Provides smoother convergence after integrating SAM 

Batch size 16 Selected according to GPU memory while maintaining stable training 

Epoch 100 Sufficient for convergence based on preliminary experiments 

Dropout 0.5 Reduces overfitting and improves generalization 

The training hyperparameter setting for the proposed YOLO-NAS-SO model is shown in table 3. The model was 

optimized by using the AdamW optimizer since it is used for stable optimization and can be used to get better 

generalization in deep CNN based models. The learning rate of 0.001 was chosen to achieve smoother convergence 

after integrating the Spatial Attention Module (SAM), and the batch size was set to 16 to accommodate the memory 

on the GPUs and to prevent too large a batch from causing the convergence process to get disorganized. The training 

process lasted for 100 epochs and it was found to be enough for convergence with preliminary experiments. Also, a 

drop-out rate of 0.5 was used to prevent overfitting and enhance the ability of the model to generalize. In general, these 

hyperparameters were chosen to be a compromise between the stability of training, the robustness of the model, and 

computational efficiency for real-time detection of drowning risk. 

3.5.Modified ByteTrack for Temporal Drowning Monitoring 

To enable continuous multi-object tracking, the proposed YOLO-NAS-SO detector is integrated with a Modified 

ByteTrack algorithm. This integration extends the capability of object detection from frame-based recognition to 

persistent object tracking across consecutive video frames, allowing each detected visitor to be assigned a unique 

tracking identity (Track ID) throughout the observation period [27]. The tracking information is subsequently utilized 

for temporal analysis, enabling the system to estimate the duration of visitor activities and identify prolonged drowning 

events in real time. 

The workflow of the proposed Modified ByteTrack algorithm is illustrated in figure 4. The tracking process consists 

of four sequential stages: Kalman Filtering, IoU Matrix Computation, Hungarian Matching Algorithm, and Temporal 

Status Analysis. Kalman Filtering predicts the object location in the subsequent frame, while the IoU Matrix 

Computation measures the similarity between predicted trajectories and newly detected bounding boxes. The 

Hungarian Matching Algorithm then assigns each detected object to its corresponding Track ID, ensuring consistent 

object identities throughout the video sequence. 

Unlike conventional object tracking methods that focus solely on trajectory association, the proposed framework 

incorporates a Temporal Status Analysis module after the tracking process. This additional module continuously 

evaluates the activity status of each tracked visitor and accumulates the duration of the detected activity. By integrating 

temporal information with object tracking, the proposed system is capable of identifying prolonged drowning events 

and supporting automatic early warning generation. 

 
Figure 4. Workflow of the proposed Modified ByteTrack with temporal drowning-duration estimation 

To emphasize the contribution of the proposed tracking framework, table 4 presents a comparison between the original 

ByteTrack algorithm and the proposed Modified ByteTrack algorithm. 
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Table 4. Comparison between the Original ByteTrack and the Proposed Modified ByteTrack Algorithm 

Algorithm 1. Original ByteTrack Algorithm Algorithm 2. Proposed Modified ByteTrack Algorithm 

1. Initialize the trained YOLO-NAS model 

2. Initialize the ByteTrack tracker 

3. For each video frame Ft do 

4. Acquire the input frame 

5. Perform object detection using YOLO-NAS 

6. Obtain 

            • Bounding Boxes 

            • Confidence Scores 

            • Class Labels 

7. Separate detections into 

       High-confidence detections 

       Low-confidence detections 

8. Predict object locations using Kalman Filtering 

9. Compute the IoU matrix between predicted tracks and 

current detections 

10. Perform data association using the Hungarian Matching 

Algorithm 

11. Associate high-confidence detections with existing tracks 

12. Update active tracks using low-confidence detections 

13. Update Track Status 

            • Active 

            • Lost 

            • Removed 

14. Display 

            • Track ID 

            • Bounding Box 

            • Confidence Score 

            • Class Label 

15. End For 

16. If an exception occurs then 

17. Display the corresponding error message 

18. End 

1. Initialize the trained YOLO-NAS-SO model 

2. Initialize the Modified ByteTrack tracker 

3. Set Duration (ID)=0 for all Track IDs 

4. For each video frame Ft do 

5. Acquire input frame 

6. Perform object detection using YOLO-NAS-SO 

7. Obtain 

            • Bounding Boxes 

            • Confidence Scores 

            • Activity Labels 

              (Swimming or Drowning) 

8 Divide detections into 

            High-confidence detections 

            Low-confidence detections 

9. Predict object locations using Kalman Filtering 

10. Compute the IoU matrix between predicted tracks and 

current detections 

11. Perform data association using the Hungarian Matching 

Algorithm 

12. Update Track IDs 

13. Update Track Status 

            • Active 

            • Lost 

            • Removed 

14. For each Active Track ID do 

15. If Activity Label = Drowning then 

16. Duration (ID) = Duration (ID)+Δt 

17. Else 

18. Duration (ID)=0 

19. End If 

20. Compute temporal indicator 

                Sk(t)={1, if Duration (ID) ≥ Tth 0, otherwise} 

21. If Sk(t)=1 then 

22. Generate Early Warning 

23. End If 

24. End For 

25. Display 

            • Track ID 

            • Bounding Box 

            • Confidence Score 

            • Activity Label 

            • Drowning Duration 

            • Early Warning Status 

26. End For 

27. If an exception occurs then 

28. Display the error message 

29. End 

After stable object identities have been established, the Temporal Status Analysis module performs frame-by-frame 

evaluation for each tracked object. At every frame, the activity status of each visitor is represented using an indicator 

variable. The activity state is continuously accumulated across consecutive frames and converted into real-world time 

based on the video frame rate (frames per second). This mechanism enables the system to measure the duration of time-

dependent events, such as drowning incidents, rather than relying solely on instantaneous object detection. The 

temporal condition of each tracked object is represented by 

                                                                                 Sk(t)       (3) 



Journal of Applied Data Sciences 

Vol. 7, No. 4, December 2026, pp. 2591-2605 

ISSN 2723-6471 

2600 

 

 

 

Note: 𝑆 represents the condition status indicator of a visitor; 𝑘 denotes the object index (tracking ID); 𝑡 represents the 

discrete time index (frame). 

Finally, the proposed YOLO-NAS-SO framework is deployed through an intuitive graphical user interface (GUI) capable of 

processing both recorded videos and live camera streams. The GUI visualizes detection results, tracking identities, and drowning 

status in real time, allowing operators to monitor visitor activities continuously and respond promptly to potential drowning 

incidents, can be seen in figure 5. 

 
Figure 5. Real-Time Detection Result using the Proposed YOLO-NAS-SO Model 

Figure 5 shows the real-time detection results of the proposed YOLO-NAS-SO framework implemented through the 

graphical user interface (GUI). The system processes both recorded video and live camera input, displaying the detected 

drowning-risk object along with its tracking ID and the elapsed detection time. In this example, the system identifies a 

visitor in a drowning-risk condition with Track ID 63 and continuously monitors the duration of the event. 

If the drowning-risk condition persists for more than 5 seconds, the system automatically triggers an early-warning 

alarm to notify lifeguards and nearby visitors of a potential drowning incident. This notification is intended as an early 

alert rather than a confirmation of drowning, allowing responders to quickly identify the victim, prepare for rescue, 

and provide assistance as early as possible. 

The 5-second threshold was selected based on the WHO drowning safety guidance, which indicates that a victim may 

lose the ability to recover within approximately 30 seconds if no immediate assistance is provided. Therefore, the 

warning is intentionally issued well before this critical period to maximize response time and increase the likelihood 

of successful rescue. These results demonstrate that the proposed GUI not only provides real-time detection and 

tracking but also supports an effective early-warning mechanism for improving safety in open-water recreational 

environments. 

4. Results and Discussion 

4.1. Experiment Setup 

The experiments were conducted to evaluate the effectiveness of the proposed YOLO-NAS-SO framework for real-

time drowning detection in open-water recreational environments. A total of 4,800 annotated images were used in the 

experiments, comprising 3,360 training images (70%), 960 validation images (20%), and 480 testing images (10%). 

To provide a comprehensive performance assessment, the proposed model was compared with two widely adopted 

object detection models, namely YOLOv8 and the baseline YOLO-NAS. YOLOv8 was selected as a benchmark 

because it is one of the most widely used real-time object detectors, offering a strong balance between detection 

accuracy, computational efficiency, and deployment stability across various computer vision applications. Meanwhile, 

YOLO-NAS was included to evaluate the effectiveness of the proposed architectural modifications. All models were 

trained and evaluated using the same dataset, data partition, and experimental settings to ensure a fair and reproducible 

comparison. Performance was evaluated using mean Average Precision (mAP@50–95 and mAP@50), Precision, 

Recall, F1-score, and inference time. These metrics provide a comprehensive assessment of detection accuracy, 

robustness, and computational efficiency, which are essential for real-time intelligent surveillance systems. 
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4.2. Training Performance and Qualitative Evaluation 

Model development and training were performed in a Python-based environment with GPU acceleration to ensure 

efficient model optimization. Five object detection models, namely YOLOv8, YOLO-NAS, YOLO-NAS-SPPF, 

YOLO-NAS-SAM and the proposed YOLO-NAS-SO, were trained using identical datasets and training configurations 

to provide a fair and reproducible comparison. Figure and training curves summarized in table 5 illustrate the learning 

behavior of each model, including mAP@50, precision, and training box loss throughout the training process. 

Table 5. Training Curves of the Evaluated Models 

Model mAP50 over Epochs 
Precision over 

Epochs 

Training Box Los 

over Epochs 
Evaluation Metrics 

Yolov8 

    

YOLO-NAS 

    

YOLO-NAS-SPPF 

    

YOLO-NAS-SAM 

    

YOLO-NAS-SO 

    

A quantitative comparison of the evaluated models is given in table 5. The results show that the proposed architectural 

modifications gradually improve the detection performance, from the baseline YOLOv8 and YOLO-NAS models to 

the integration of SPPF and SAM. Among the evaluated models, YOLO-NAS-SO achieved the best overall 

performance, with mAP@50–95 of 0.7075, mAP@50 of 0.9166, precision of 0.8844, recall of 0.8817, and F1-score of 

0.8830. These results indicate that the integration of SPPF and SAM improves feature representation and detection 

robustness. The YOLO-NAS-SO model also slightly outperformed YOLOv8, confirming the effectiveness of the 

proposed modifications. The qualitative detection results comparison as ilustrated in table 6. 

Table 6. Qualitative Detection Results Comparison 

Video Input YOLOv8 YOLO-NAS YOLO-NAS-SPPF YOLO-NAS-SAM YOLO-NAS-SO 

      

      

Table 6 presents a qualitative comparison of detection results obtained from YOLOv8, YOLO-NAS, YOLO-NAS-

SPPF, YOLO-NAS-SAM and YOLO-NAS-SO on representative video frames. Visually, the proposed model produces 

more accurate object localization, particularly in challenging situations involving partial occlusions, overlapping 
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visitors, and complex water backgrounds. The incorporation of SAM enables the detector to emphasize relevant spatial 

regions while suppressing background interference caused by water reflections and wave motion. Consequently, 

YOLO-NAS-SO generates more stable and consistent detections than the baseline models, making it more suitable for 

real-time drowning surveillance in open-water recreational environments. 

4.3. Quantitative Comparison 

A comparative analysis was performed to evaluate the effectiveness of the proposed YOLO-NAS-SO model in 

comparison with the baseline YOLO-NAS, YOLOv8, YOLO-NAS-SPPF, and YOLO-NAS-SAM models. This 

comparison is conducted not only at the architectural level but also based on performance metrics such as learning rate, 

dropout regularization, the Spatial Attention Module (SAM), mAP50, recall, precision, F1-score, and inference time. 

These parameters are presented together to show the contribution of SPPF, SAM, and dropout to the detection 

performance and computational efficiency. See table 7 for a detailed comparison. 

Table 7. Performance Comparison of Object Detection Models 

Parameter YOLOv8 YOLO-NAS YOLO-NAS-SPPF YOLO-NAS-SAM YOLO-NAS-SO 

Learning Rate 0.01 0.01 0.01 0.01 0.001 

Dropout – – - - 0.5 

SAM Module Not Available Not Available Not Available Available Available 

mAP50 0.911 0.9003 0.9051 0.9108 0.9166 

Recall 0.8636 0.8698 0.8451 0.8577 0.8817 

Precision 0.8838 0.8596 0.8825 0.8734 0.8844 

F1-Score 0.8736 0.8647 0/8634 0.8655 0.8830 

GFLOPs 8.1 6.3 8.4 28.4 28.4 

Inference Time / FPS 3.8 ms 1.3 ms 0.9ms 1.4ms 1.3 ms 

The results in table 7 demonstrate that the proposed YOLO-NAS-SO model achieves the best overall performance 

across the main evaluation metrics. Specifically, the model attains the highest mAP50 of 0.9166, outperforming 

YOLOv8 0.9110 and the baseline YOLO-NAS 0.9003. In terms of precision and recall, YOLO-NAS-SO achieves 

0.8844 and 0.8817, respectively, resulting in the highest F1-score of 0.8830 and indicating a better balance between 

detection accuracy and completeness. Compared with YOLO-NAS-SAM, the integration of Dropout and a lower 

learning rate further improves the model performance, particularly in recall and F1-score. This confirms that Dropout 

contributes to improved generalization and robustness. Moreover, the proposed model maintains efficient 

computational performance with an inference time of 1.3 ms, which is considerably faster than YOLOv8 at 3.8 ms. 

Although YOLO-NAS-SPPF achieves the fastest inference time of 0.9 ms, YOLO-NAS-SO provides a better balance 

between accuracy and speed, making it suitable for real-time applications. Table 8 presents the comparative multi-

object tracking performance of ByteTrack and the proposed Modified ByteTrack when integrated with YOLO-NAS 

and YOLO-NAS-SO, evaluated using HOTA, ID Switch, MOTA, and MOTP metrics. 

Table 8. Performance Comparison of ByteTrack and Modified ByteTrack with YOLO-NAS and YOLO-NAS-SO 

Metric ByteTrack + 

YOLO-NAS 

ByteTrack + 

YOLO-NAS-SO 

Modified ByteTrack + 

YOLO-NAS 

Modified ByteTrack + 

YOLO-NAS-SO 

HOTA (%) ↑ 3.95 33.93 4.57 67.09 

ID Switch ↓ 9 19 8 14 

MOTA (%) ↑ -34.78 58.08 -22.95 59.49 

MOTP (%) ↑ 59.38 84.49 58.67 84.35 

The results in table 8 show that the combination of the proposed Modified ByteTrack and YOLO-NAS-SO provides 

the best overall tracking performance. This configuration achieves the highest HOTA 67.09% and MOTA 59.49% 

scores while reducing the number of ID Switches to 14, indicating more accurate and consistent object tracking across 

consecutive frames. In comparison, the original ByteTrack with YOLO-NAS-SO achieves a lower HOTA 33.93% and 

a higher number of ID Switches 19, although both methods produce similar MOTP values. The results also show that 

the proposed Modified ByteTrack consistently improves tracking performance over the original ByteTrack for both 

detection models. While the improvement is relatively small when using the baseline YOLO-NAS, a significant 

performance gain is achieved when combined with YOLO-NAS-SO. These findings indicate that the improved 
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detection capability of YOLO-NAS-SO, together with the proposed tracking modification, produces more stable object 

identities and more reliable multi-object tracking for real-time open-water monitoring. 

4.4. Discussion 

The experimental results show that YOLO-NAS-SO achieves better overall performance than YOLO-NAS and 

YOLOv8. The use of the Spatial Attention Module helps the model focus on important object regions while reducing 

the effects of background interference, such as water reflections, wave motion, and partial occlusions. The addition of 

Dropout also helps improve model generalization while maintaining real-time performance. In addition, the integration 

of temporal drowning-duration estimation with ByteTrack allows the system to monitor drowning-risk events 

continuously and provide an early warning when the risk persists. However, some limitations remain. The temporal 

warning mechanism still relies on frame-level classifications and uses a fixed 5-second threshold, which may be 

affected by temporary classification errors or differences in drowning situations. The system has also not yet been fully 

tested on embedded edge devices or evaluated with professional lifeguards in real rescue situations. Future research 

will focus on improving the temporal warning mechanism through temporal smoothing and adaptive thresholding. The 

model will also be tested on edge devices to evaluate its latency, memory usage, and energy consumption. In addition, 

field testing with professional lifeguards will be conducted to evaluate response time, usability, and decision accuracy 

in real-world conditions. 

5. Conclusion 

This study proposed YOLO-NAS-SO, a spatially optimized object detection framework for intelligent drowning 

surveillance in open-water recreational environments by integrating a Spatial Attention Module (SAM) into the YOLO-

NAS architecture and incorporating a temporal drowning-duration assessment based on Modified ByteTrack. The 

proposed 5-second temporal threshold functions as an operational early-warning parameter to reduce transient frame-

level misclassifications while enabling timely alerts, rather than representing a physiological definition of drowning. 

The model was trained on a combined dataset consisting of real open-water images and a public dataset containing 

diverse visual conditions, including motion blur, partial occlusion, illumination variations, and rotated object 

appearances, with separate evaluation conducted on the primary open-water subset to assess domain-specific 

performance. Experimental results demonstrated that YOLO-NAS-SO achieved superior detection performance over 

the baseline YOLO-NAS, with a mAP@50 of 0.9166, precision of 0.8844, recall of 0.8817, and an F1-score of 0.8830, 

while maintaining real-time inference capability. These results indicate that integrating spatial attention with temporal 

risk assessment improves the reliability of persistent drowning-risk detection and provides effective decision support 

for aquatic surveillance. Future work will focus on comprehensive tracking evaluation using adaptive temporal 

thresholding, real-world validation with lifeguards, and deployment optimization for embedded edge devices. 
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